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Problem Definition

Given a directed graph G = (V,A) (with n = |V | and m = |A|) with a length function
` : A→ R+ and a pair of vertices s, t, a distance oracle returns the distance dist(s, t)
from s to t. A labeling algorithm [18] implements distance oracles in two stages. The
preprocessing stage computes a label for each vertex of the input graph. Then, given s
and t, the query stage computes dist(s, t) using only the labels of s and t; the query
does not explicitly use G and `.

Hub labeling (HL) (or 2-hop labeling) is a special kind of labeling algorithm. The
label L(v) of a vertex v consists of two parts: the forward label Lf (v) is a collection of
vertices w with their distances dist(v, w) from v, while the backward label Lb(v) is a
collection of vertices u with their distances dist(u, v) to v. (If the graph is undirected,
a single label per vertex suffices.) The vertices in v’s label are the hubs of v. The
labels must obey the cover property : for any two vertices s and t, the set Lf (s)∩Lb(t)
must contain at least one hub that is on the shortest s–t path. Given the labels, HL
queries are straightforward: to find dist(s, t), simply find the hub x ∈ Lf (s) ∩ Lb(t)
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that minimizes dist(s, x) + dist(x, t) (see Figure 1 for an example). If the hubs in each
label are sorted by ID, queries consist of a simple linear sweep over the labels, as in
mergesort.

s t

Fig. 1. Example of a hub labeling. The hubs of s are circles, the hubs of t are crosses. (Taken from [2])

The size of a forward (backward) label, |Lf (v)| (|Lb(v)|), is the number of hubs it
contains. The size of a labeling L is the sum of the average label sizes, (Lf (v)+Lb(v))/2,
over all vertices. The memory footprint of the algorithm is proportional to the size of
the labeling, while query times are determined by the maximum label size. Queries
themselves are trivial; the hard part is an efficient implementation of a preprocessing
algorithm that, given G and `, computes a small hub labeling.

Key Results

We describe an approximation algorithm for finding labelings of size within O(log n) of
the optimal [9], as well as its generalization to other objectives, including the maximum
label size [6]. Although polynomial, these approximation algorithms do not scale to
large networks. For more pratical alternatives, we discuss hierarchical hub labelings
(HHL), a subclass of HL. We show that HHLs are closely related to vertex orderings,
and present efficient algorithms for computing the minimal HHL for a given ordering, as
well as heuristics for finding vertex orderings that lead to small labels. In particular, the
RXL algorithm uses sampling to efficiently approximate a greedy vertex order, leading
to empirically small labels. RXL can handle large problems from several application
domains. We then discuss representations of hub labels that allow various tradeoffs
between space and query time.

General Hub Labelings

The time and space efficiency of the distance oracles we discuss depend on the label size.
If labels are big, HL is impractical. Gavoille et al. [15] show that there exist graphs for
which general labelings must have size Θ̃(n2). For planar graphs, they give an Ω̃(n4/3)
lower and Õ(n3/2) upper bound. They also show that graphs with k-separators have
hub labelings of size Õ(nk). Abraham et al. [1] show that graphs with small highway
dimension (which they conjecture include road networks) have small hub labelings.

Given a particular graph, computing a labeling with the smallest size is NP-
hard. Cohen et al. [9] developed an O(log n)-approximation algorithm for the problem.
Next we discuss this general HL (GHL) algorithm.

A partial labeling is a labeling that does not necessarily satisfy the cover prop-
erty. Given a partial labeling L = (Lf , Lb), we say that a vertex pair [u,w] is covered if
Lf (u) ∩ Lb(w) contains a vertex on a shortest path from u to w, and uncovered other-
wise. GHL maintains a partial labeling L (initially empty) and the corresponding set
U of uncovered vertex pairs. Each iteration of the algorithm selects a vertex v and two
subsets X ′, Y ′ ⊆ V , adds (v, dist(x, v)) to Lf (x) for all x ∈ X ′ and adds (y, dist(v, y))
to Lb(y) for all y ∈ Y ′. Then GHL deletes from U the set U(v,X ′, Y ′) of vertex pairs
that become covered by this augmentation. Among all v ∈ V and X ′, Y ′ ⊆ V , the triple
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(v,X ′, Y ′) picked in each iteration is one that maximizes |U(v,X ′, Y ′)|/(|X ′| + |Y ′|),
i.e., the ratio of the number paths covered over the increase in label size.

Cohen et al.’s efficient implementation of GHL uses the notion of center graphs.
Given a set U of vertex pairs and a vertex v, the center graph Gv = (X, Y,Av) is a
bipartite graph with X = Y = V and such that an arc (u,w) ∈ Av if [u,w] ∈ U
and some shortest path from u to w in G goes through v. If U is the set of uncovered
vertex pairs, then, for a fixed vertex v, maximizing |U(v,X ′, Y ′)|/(|X ′|+ |Y ′|) over all
X ′, Y ′ ⊆ V is (by definition) the same as finding the vertex induced-subgraph of Gv

with maximum density (defined as its number of arcs divided by its number of vertices).
This maximum density subgraph (MDS) problem can be solved in polynomial time using
parametric flows (see e.g. [14]). To maximize the ratio over all triples (v,X ′, Y ′), GHL
solves an MDS problem for center graphs Gv and picks the densest of the n resulting
subgraphs. It then adds the corresponding vertex v∗ to the labels of the vertices given
by the sides of the MDS. Arcs corresponding to newly covered pairs are removed from
center graphs between iterations.

Cohen et al. show that GHL is a special case of the greedy set cover algo-
rithm [8], and thus gives an O(log n)-optimal labeling. They also show that the same
guarantee holds if one uses a constant-factor approximation to the MDS. We refer to
a k approximation of MDS as a k-AMDS. Using a linear-time 2-AMDS algorithm by
Kortsarz and Peleg [17], each GHL iteration is dominated by n AMDS computations
on graphs with O(n2) arcs. Since each iteration increases the size of the labeling, the
number of iterations is at most O(n2). The total running time of GHL is thus O(n5).

Delling et al. [10] improve the time bound for GHL to O(n3 log n) using eager
and lazy evaluation. Intuitively, eager evaluation finds an AMDS G′ of G such that
deleting G′ reduces the MDS value of G by a constant factor. More precisely, given a
graph G, an upper bound µ on the MDS value of G, and a parameter α > 1, α-eager
evaluation attempts to find a (2α)-AMDS G′ of G such that the MDS value of G with
the arcs of G′ deleted is at most µ/α. If the evaluation fails to find such G′, the MDS
value of G is at most µ/α. Lazy evaluation was introduced by Cohen et al. [9] to speed
up their implementation of GHL, and refined by Stengel et al. [20]. It is based on the
observation that the MDS value of a center graph does not increase as the algorithm
adds vertices to labels and removes arcs from center graphs.

The eager-lazy algorithm maintains upper bounds on the center subgraph densi-
ties µv computed in previous iterations. These values are computed during initialization
and updated in a lazy fashion as follows. In each iteration, the algorithm picks the max-
imum µv and applies α-eager evaluation to Gv. If the evaluation succeeds, the labels are
updated. Regardless of whether the evaluation succeeds or not, µv/α is a valid upper
bound on the density of Gv at the end of the iteration. This can be used to show that
each vertex is selected by O(n log n) iterations, each taking O(n2) time.

Babenko et al. [6] generalize the definition of a labeling size as follows. Suppose
vertex IDs are 1, 2, . . . , n. Define a (2n)-dimensional vector L by L2i−1 = |Lf (i)| and

L2i = |Lb(i)|. The p-norm of L is defined as ‖L‖p = (
∑2n−1

i=0 L
p
i )

1/p, where p is a natural
number, and ‖L‖∞ = maxLi. Note that ‖L‖1/2 is the total size of the labeling and
‖L‖∞ is the maximum label size. Babenko et al. [6] generalize the algorithm of Cohen
et al. to obtain an O(log n)-approximation algorithm for this more general problem in
O(n5) time. Delling et al. [10] show that the eager-lazy approach yields an O(log n)-
approximation algorithm running in time O(n3 log nmin(p, log n)).
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Hierarchical Hub Labelings

Even with the performance improvements mentioned above, GHL requires too much
time and space to work on large networks. To overcome this problem, one may use
heuristics that have no known theoretical guarantees on the label size, but produce
small labels for large instances from a wide variety of domains. The most successful
current heuristics use a restricted class of labelings called hierarchical hub labeling
(HHL) [4]. Hierarchical labels have the cover property and implement exact distance
oracles.

Given a labeling, let v . w if w is a hub of L(v). HL is hierarchical if . is a
partial order. (Intuitively, v . w if w is “more important” than v.) We say that an
HHL respects a given (total) order on the vertices if the partial order . induced by
the HHL is consistent with the order.

Consider an order defined by a permutation rank , with rank(v) < rank(w) if v
appears before (is less important than) w. The canonical labeling L for rank is defined
as follows [4]. Vertex v belongs to Lf (u) if and only if there exists w such that v is the
highest-ranked vertex that hits [u,w]. Similarly, v belongs to Lb(w) if and only if there
exists u such that v is the highest-ranked vertex that hits [u,w].

Abraham et al. [4] prove that the canonical labeling for a given vertex order
rank is the minimum-sized labeling that respects rank . This suggests a two-stage of
approach for finding a small hierarchical hub labeling: first find a “good” vertex order,
then compute its corresponding canonical labeling. We first discuss the latter step, then
the former.

From Orderings to Labelings. We first consider how, given an order rank , one can
compute the canonical hierarchical labeling L that respects rank .

The straightforward way is to just apply the definition: for every pair [u,w] of
vertices, find the maximum ranked vertex on any shortest u–w path, then add it to
Lf (u) and Lb(w). Although polynomial, this algorithm is too slow in practice.

A faster (but still natural) algorithm is as follows [4]. Start with an empty
(partial) labeling L, and process vertices from most to least important. When processing
v, for every uncovered pair [u,w] that v covers, add v to Lf (u) and Lb(w). (In other
words, add v to the labels of all endpoints of arcs in the center graph Gv.) Abraham
et al. [4] show how to implement this in O(mn log n) time and Θ(n2) space, which is
still impractical for large instances.

When labels are not too large, a much more efficient solution is the pruned
labeling (PL) algorithm by Akiba et al. [5]. Starting from empty labels, PL also pro-
cesses vertices from most to least important, with the iteration that processes vertex v
adding v to all relevant labels. The crucial observation is that, when processing v, one
only needs to look at uncovered pairs containing v itself; if [u, v] is not covered, PL
adds v to Lf (u); if [v, w] is not covered, it adds v to Lb(w). This is enough because of
the subpath optimality property of shortest paths.

To process v efficiently, PL runs two pruned Dijkstra searches [13] from v. The
first search works on the forward graph (out of v) as follows. Before scanning a ver-
tex w (with distance label d(w) within the Dijkstra search), it computes a v–w dis-
tance estimate q by performing an HL query with the current partial labels. (If the
labels do not intersect, set q = ∞.) If q ≤ d(w), the [v, w] pair is already covered
by previous hubs, so PL prunes the search (ignores w). Otherwise (if q > d(w)), PL
adds (v, dist(v, w)) to Lb(w) and scans w as usual. The second Dijkstra search uses the
reverse graph and is pruned similarly; it adds (v, dist(w, v)) to Lf (w) for all scanned
vertices w. Note that the number of Dijkstra scans equals the size of the labeling.
Since each visited vertex requires an HL query using partial labels, the running time
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can be quadratic in the average label size. It is easy to see that PL produces canonical
labelings.

The final algorithm we discuss, due to Abraham et al. [4], computes a hierar-
chical hub labeling from a vertex ordering recursively. Its basic building block is the
shortcut operation (see e.g. [16]). To shortcut a vertex v, the operation deletes v from
the graph and adds arcs to ensure that the distances between the remaining vertices
remain unchanged. For every pair consisting of an incoming arc (u, v) and an outgo-
ing arc (v, w), the algorithm checks if (u, v) · (v, w) is the only shortest u–w path (by
running a partial Dijkstra search from u or w) and, if so, adds a new arc (u,w) with
length `(u,w) = `(u, v) + `(v, w).

The recursive algorithm computes one label at a time, bottom-up (from least to
most important vertex). It starts by shortcutting the least important vertex v from G
to get a graph G′ (same as G, but without v and its incident arcs, and with the added
shortcuts). It then recursively finds a labeling for G′, which gives correct distances (in
G) for all pairs of vertices not containing v. Then the algorithm computes the label of v
from the labels of its neighbors. We describe how to compute Lf (v); Lb(v) is computed
similarly. The crucial observation is that any nontrivial shortest path starting at v must
go through one of its neighbors. Accordingly, we initialize Lf (v) with entry (v, 0) (to
cover the trivial path from v to itself) and then, for every neighbor w of v in G and
every entry (x, dist(w, x)) ∈ Lf (w), add (x, `(v, w) + dist(w, x)) to Lf (v). If x already
is a hub of v, we only keep the smallest entry for x. Finally, we prune from Lf (v) the
entries (x, `(v, w) + dist(w, x)) for which `(v, w) + dist(w, x) > dist(v, x). (This can
happen if the shortest path from v to x through another neighbor w′ of v is shorter
than the one through w.) Note that dist(v, x) can be computed using the labels of
v and x. In general, the shortcut operation can make the graph dense, limiting the
efficiency of the bottom-up approach. On some network classes, such as road networks,
the graph remains sparse and the approach scales to large problems.

Vertex Ordering Heuristics. As mentioned above, the size of the labeling is deter-
mined by the ordering. The most natural approach to capture the notion of importance
is due to Abraham et al. [4], whose greedy ordering algorithm obtains good orderings
on a wide class of problems. It orders vertices from most to least important using a
greedy selection rule. In each iteration, it selects as the next most important hub the
vertex v that hits the most vertex pairs not covered by previously selected vertices.

When shortest paths are unique, this can be implemented relatively efficiently.
The algorithm maintains (initially full) shortest path trees from each vertex in the
graph. The tree Ts rooted at s implicitly represents all shortest paths starting at s.
The total number of descendants of a vertex v (in aggregate over all trees) is exactly the
number of paths it covers. Once such a vertex v is picked as the next hub, we restore
this invariant for the remaining paths by removing all of v’s descendants (including
v itself) from all trees. Abraham et al. [4] show how the entire greedy order can be
found in O(nm log n) time. An alternative algorithm (in the same spirit) works even if
shortest paths are not unique, but takes O(n3) time [11].

The weighted greedy ordering algorithm is similar, but selects v so as to maximize
the ratio of the number of uncovered paths that v covers to the increase in the label
size if v is selected next. This gives slightly better results and can be implemented in
the same time bounds as the greedy ordering algorithm [4; 11]. Although faster than
GHL, none of these greedy variants scales to large graphs.

To cope with this problem, Delling et al. [11] developed RXL (Robust eXact
Labeling), which can be seen as a sampling version of the greedy ordering algorithm.
In each iteration, RXL finds a vertex v that approximately maximizes the number of
pairs covered. Rather than maintaining n shortest path trees, RXL maintains shortest
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path trees from a small number of roots picked uniformly at random. It estimates the
coverage of v based on how many descendants it has in these trees. To reduce the bias
in this estimation, the algorithm discards outliers before taking the average number
of descendants. Moreover, as the original trees shrink (because some of its subtrees
become covered), new subtrees (from other roots) are added. These new trees are not
full, however; they are pruned from the start (using PL), ensuring total space (and
time) usage remains under control.

For certain graph classes, simpler ordering techniques can be used. Akiba et
al. [5] show that ordering by degree works well on a subclass of complex networks.
Abraham et al. [3; 4] show that the order induced by the contraction hierarchies (CH)
algorithm [16] works well on road networks and other sparse inputs. CH orders vertices
bottom-up: using only local information, it determines the least important vertex,
shortcuts it, and repeats the process in the remaining graph. The most relevant signals
to estimate the importance of v are the arc difference (of number of arcs removed and
added if v were shortcut) and how many neighbors of v have already been shortcut.

Label Representation and Queries

Given a source s and a target t, one can compute the minimum of dist(s, v) + dist(v, t)
over all v ∈ Lf (s) ∩ Lb(t) in O(|Lf (s)|+ |Lf (t)|) time. If vertex labels are represented
as arrays sorted by hub IDs, one can compute Lf (s)∩Lb(t) by a coordinated sweep of
the corresponding arrays, as in mergesort. This is very cache-efficient and works well
when the two labels have similar sizes.

In some applications label sizes can be very different. Assuming (without
loss of generality), that |Lf (s)| � |Lf (t)|, one can compute Lf (s) ∩ Lb(t) in time
O(|Lf (s)| + log(|Lb(t)|)) by performing a binary search for each hub v ∈ Lf (s) to de-
termine if v is in Lb(t). In fact, this set intersection problem can be solved even faster,
in O(min(|Lf (s)|, |Lb(t)|)) time [19].

As each label can be stored in a contiguous memory block, HL queries are
well-suited for an external memory (or even distributed) implementations, including
relational databases [2] or key-value stores. In such cases, query times depend on the
time to fetch two blocks of data.

For in-memory implementations of HL, storage may be a bottleneck. One can
trade space for time using label compression, which interprets each label as a tree
and stores common subtrees only once; this reduces space consumption by an order of
magnitude, but queries become much less cache-efficient [12; 11]. Another technique
to reduce the space consumption is to store vertices and a constant number of their
neighbors as superhubs in the labels [5]; on unweighted and undirected graphs, distances
from a vertex v to all elements of a superhub can be represented compactly in difference
form. This works well on some social and communication networks [5].

HL has efficient extensions to problems beyond point-to-point shortest paths,
including one-to-many and via-point queries. These are important for applications in
road networks, such as finding the closest points of interest, ride sharing, and path
prediction [2].

Experimental Results

Even for very small (constant) sample sizes, the labels produced by RXL are typically
no more than about 10% bigger [11] than those produced by the full greedy hierarchical
algorithms, which in turn are not much worse than those produced by GHL [10].
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Scalability is much different, however. In a few hours in a modern CPU, GHL can
only handle graphs with about 10 thousand vertices [10]; for the greedy hierarchical
algorithms, the practical limit is about 100 thousand [4]. In contrast, as long as labels
remain small, RXL scales to problems with millions of vertices [11] from a wide variety
of graph classes, including meshes, grids, random geometric graphs (sensor networks),
road networks, social networks, collaboration networks, and web graphs. For example,
for a web graph with 18.5 million vertices and almost 300 million arcs, one can find
labels with fewer than 300 hubs on average in about half a day [11]; queries then take
less than 2µs.

For some graph classes, other methods have faster preprocessing. For conti-
nental road networks with tens of millions of vertices, a hybrid approach combining
weighted greedy (for the top few thousand vertices) with the CH order (for all other
vertices) provides the best tradeoff between preprocessing times and label size [3; 4].
On a benchmark data set representing Western Europe (about 18 million vertices, 42.5
million arcs), it takes roughly an hour to compute labels with about 70 hubs on average,
leading to average query times of about 0.5µs, roughly the time of ten random memory
accesses. With additional improvements, one can further reduce query times (but not
the label sizes) by half [3], making it the fastest algorithm for this application [7]. For
some unweighted and undirected complex (social, communication, and collaboration)
networks, simply sorting vertices by degree [5] produces labels that are not much bigger
than those computed by a more sophisticated ordering technique.

Overall, RXL is the most robust method. For all instances tested in the litera-
ture, its preprocessing is never much slower than any other method’s (and often much
faster), and query times are similar. In particular, CH-based ordering is too costly for
large complex networks (as contraction tends to create dense graphs), and the degree-
based order leads to prohibitively large labels for road networks and web graphs.
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