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Abstract. We explore the relationship between VC-dimension and graph
algorithm design. In particular, we show that set systems induced by sets
of vertices on shortest paths have VC-dimension at most two. This allows
us to use a result from learning theory to improve time bounds on query
algorithms for the point-to-point shortest path problem in networks of
low highway dimension, such as road networks. We also refine the defi-
nitions of highway dimension and related concepts, making them more
general and potentially more relevant to practice. In particular, we define
highway dimension in terms of set systems induced by shortest paths,
and give cardinality-based and average case definitions.

1 Introduction

The use of navigation software motivated recent work on point-to-point shortest
path algorithms with preprocessing for road networks. This produced a large
body of experimental work, including hierarchical approaches [13, 18], reach-
based approaches [15, 14], and transit node routing algorithms [3]. (See [10] for
a more detailed overview of the literature.) Abraham et al. [2] gave a theoretical
justification of some of these algorithms under the assumption of low highway di-
mension (HD), which is believed to be true for road networks. In particular, they
proved an O((∆ + h log n log D)(h log n log D)) query bound on variants of the
reach and contraction hierarchy algorithms with polynomial-time preprocessing.
Here n is the number of vertices in the input graph, D is the graph diameter,
∆ is its maximum vertex degree, and h is its highway dimension. In addition,
Abraham et al. proposed a labeling algorithm (referred to as a variant of transit
node routing in [2]) with a query bound of O(∆ + h log n log D). A very fast
implementation of the labeling algorithm has been subsequently developed [1].

The contributions of our paper are as follows.

– We propose a novel application of results from learning theory, in particular
those related to VC-dimension [20], to improve the above-mentioned bounds.
In the above-mentioned query bounds, we replace the log n factor by a log h
factor. This is achieved using a boosting-type algorithm. As bounds based
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on highway dimension are interesting for h � n, this is a significant im-
provement.
VC-dimension is heavily used in learning theory and computational geom-
etry. Kleinberg [17] used VC-dimension to analyze failure detection sets in
graphs. As far as we know, however, our results are the first application of
these techniques to graph algorithm design.

– We generalize the definition of highway dimension and related concepts to set
systems. This allows us to apply VC-dimension results. The new definition
is also less restrictive and should give smaller highway dimension values for
real-world graphs.

– We show that, if shortest paths are unique, they induce set systems of VC-
dimension at most two.

– We give a cardinality-based definition of highway dimension and use it to
replace the log D term in the bounds by log n, thus obtaining strongly-
polynomial bounds.

Although improved bounds on the shortest path algorithms are interesting
in themselves, the relationship to VC-dimension and the application of learning
techniques to graph algorithm design are especially exciting. This relationship
may have more applications in the design and analysis of graph algorithms. The
ideas may also lead to algorithms with better practical performance.

This paper is organized as follows. Section 2 gives basic definitions and no-
tation. Section 3 defines VC-dimension and shows that set systems induced by
unique shortest paths have small VC-dimension. In Section 4 we give a new def-
inition of highway dimension and shortest path covers, and discuss the relation-
ship between them. Section 5 combines the results of the previous two sections
to improve the existing time bounds. Section 6 explores alternative definitions
of highway dimension: average-case and cardinality-based. Section 7 contains
concluding remarks.

2 Definitions

A network (G, `) consists of a graph G = (V,E) and a length function ` : E → R.
The input to the preprocessing phase of a point-to-point algorithm is the network
(G, `). The preprocessing phase outputs additional data that can be used in the
query phase. A query takes as input a source vertex s and a target vertex t and
returns the length of the shortest path P (s, t) from s to t.

For this paper, we assume that the graph is undirected and connected, and
that the length function is integral and nonnegative. We denote the length of a
path P by `(P ). Given a nonnegative r, let Br(u) = {v ∈ V, `(P (u, v)) ≤ r} be
the ball of radius r centered at u. Let D = maxu,v∈V `(P (u, v)) be the diameter
of the network, and let ∆ be the maximum degree of a vertex in G. We assume
that the shortest path between any two vertices is unique. This is a common
assumption that can be made without loss of generality, as one can perturb the
input to ensure uniqueness.
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3 VC-Dimension and USP Systems

A set system (X,R) consists of a base set X and a collection of its subsets R.
A hitting set H is a subset of X that intersects every element of R. For Y ⊆ X,
R|Y = {S ∩ Y |S ∈ R}. Y is shattered by R if R|Y = 2Y (i.e., it includes every
subset of Y ). (X,R) has VC-dimension d [20] if d is the smallest integer such
that no element Y ⊆ X with |Y | = d + 1 can be shattered.

We use the fact that, for set systems with low VC-dimension, there are better
hitting set approximation algorithms than in the general case. More specifically,
we use the following result, due to Clarkson [6, 7] (randomized version) and
to Brönnimann and Goodrich [5] (derandomization). This result is based on a
boosting-type algorithm from learning theory. An alternative algorithm, based
on linear programming relaxations, appears in [11].

Theorem 1. For a set system with an optimum hitting set of size h and with
VC-dimension d, there is an efficient algorithm to find an O(hd log(hd)) hitting
set.

In this paper, we study set systems (V,R) where V is the set of vertices of
a graph and each element of R corresponds to the set of vertices on a shortest
path. We refer to such set systems for graphs with unique shortest paths as USP
systems. To simplify notation, we view a path P both as a path and as a set of
its vertices.

The following theorem shows that USP systems have low VC-dimension. This
fact is natural and may be known; since we could not find a reference, we give a
proof.

Theorem 2. A USP system (V,R) has VC-dimension at most two.

Proof. We need to show that no 3-vertex set Y = {a, b, c} can be shattered.
First suppose that for some P ∈ R, Y ⊆ P . Without loss of generality,

assume that b lies between a and c on the shortest path P . Consider Z = {a, c}.
By uniqueness of shortest paths, any shortest path containing a and c must
contain b. Thus Y is not shattered.

Now suppose that for no P ∈ R, Y ⊆ P . Clearly in this case Y is not
shattered. ut

This theorem in combination with Theorem 1 gives the following result:

Corollary 1. For a USP-system with an optimum hitting set of size h, there is
an efficient algorithm to find an O(h log h) hitting set.

For an integer k ≥ 2, we also study the k-UPS system (V,Rk), where V is the
set of vertices of a graph and the elements of Rk correspond to sets of vertices on
at most k shortest paths. More precisely, Rk = {

⋃k
1 Si | Si ∈ R}. The following

theorem shows that k-UPS systems have VC-dimension O(k log k).

Theorem 3. A k-USP system (V,Rk) has VC-dimension O(k log k).
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Proof. Consider any set B ⊆ V of size |B| = b. Due to uniqueness of shortest
paths we have |R|B | ≤ b2. Therefore if 2b > b2k then the VC-dimension of
(V,Rk) must be less than b (because there are not enough combinations to
shatter any set of size b). For any k ≥ 3, if we choose b = 7k log k we have
log(2b) = 7k log k > 2k log(7k log k). For k = 2 we can get a slightly better
bound: any set B of size 10 cannot be shattered. If B can be covered by two
shortest paths then one of them contains at least 5 points p1, . . . , p5 that are on
a shortest path. Hence the subset p1, p3, p5 cannot be formed by intersecting B
with two shortest paths because any shortest path that covers more than one
of these points must also include either p2 or p4. We conclude that the VC-
dimension of Sk is O(k log k) for all integers k. ut

Corollary 2. For a k-USP-system with an optimum hitting set of size h, there
is an efficient algorithm to find an O(hk log k log(hk log k)) hitting set.

In particular if k is a constant, the bound is O(h log h).

4 Highway Dimension and Shortest Path Covers

The concept of highway dimension was motivated by the transit node routing
(TNR) algorithm [4, 3]. The efficiency of TNR on road networks is based on the
following observation: after a map is partitioned into regions, all significantly
long shortest paths out of each region can be hit by a small number of vertices.
The definition of highway dimension in [2] uses the notion of balls. In this section
we give a more flexible definition using neighborhoods and set systems.

For q > r > 0, denote by Pq the collection of all shortest paths of length
at most q, and by P r

q the collection of all shortest paths P with r < `(P ) ≤ q.
Define the r-neighborhood of v by Nr(v) =

⋃
(P ∈ Pr : v ∈ P ). (Here we think

of P as a set of vertices, so Nr(v) is also a set.) Note that Nr(v) = Br(v), but
the definition of Nr is more general; in particular, it works if one defines the
collection of sets Pr in an arbitrary way. Define the r-neighborhood set system
Sr(v) = (V, {P ∈ P

r/2
r : P ∩Nr(v) 6= ∅}), i.e., Sr(v) is induced by the set of all

shortest paths of length between r/2 and r intersecting the r-neighborhood of
v. We use S2r in our new definition of highway dimension.

The highway dimension (HD) of a network (G, `) is the smallest h such that
∀r > 0, ∀v ∈ V , there is a hitting set of S2r(v) of size at most h. A related
concept is that of a shortest path cover (SPC). For r > 0, an (h, r)-SPC is a set
C ⊆ V such that C hits all paths in P r

2r and ∀v ∈ V, |N2r(v) ∩ C| ≤ h (C is
sparse).

The previous definition of HD used B2r instead of N2r and required the
hitting set to cover all paths in B4r(v) ∩ P r

2r. While B2r and N2r are the same,
the requirement to hit all the paths is stronger, as some of these do not intersect
B2r(v). For individual instances, including real-life ones, the new definition is
likely to give smaller HD values.

The basic theorem of [2] relating HD and SPC holds under the new defini-
tions, and the proof is similar.
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Theorem 4. If the highway dimension of (G, `) is h, then for any r > 0 the
smallest hitting set for P r

2r is an (h, r)-SPC.

Proof. Let H∗ be the smallest hitting set for P r
2r. We prove that H∗ is an (h, r)-

SPC. Suppose for contradiction that for some u, U = H∗ ∩N2r(u) and |U | > h.
By the definition of h, there is a hitting set H for S2r(u) with |H| ≤ h. By
the definition of S2r(u), H hits all shortest paths in P r

2r hit by U . Therefore
(H∗ \U)∪H is smaller than H∗ and hits all shortest paths in P r

2r, contradicting
the optimality of H∗. ut

5 Improved Bounds

Although Theorem 4 guarantees the existence of good covers, computing the set
H∗ (used in the proof) is NP-hard. This motivates building approximate SPCs,
i.e., (h′, r)-SPCs such that h′ bigger than (but close to) h. As Abraham et al. [2]
show, a greedy algorithm [16] (which in each iteration adds to the solution the
vertex that hits the most uncovered paths) produces (O(h log n), r)-SPCs.

Next we show how to compute (O(h log h), r)-SPCs efficiently. The result is
more complicated than a direct application of Corollary 1 because we want to
get a sparse hitting set instead of just a small one.

Theorem 5. If the highway dimension of (G, `) is h, then for any r > 0 we can
compute an (O(h log h), r)-SPC in polynomial time.

Proof. Let c be the constant hidden by the big “O” notation in Theorem 1. By
Theorem 2, for any S2r(u), we can efficiently compute a hitting set of size at
most h′ = 2hc log(2h). Our goal is to build an (h′, r)-SPC.

We maintain a hitting set A for P r
2r. We can start with any such A computed

in polynomial time, for example by the greedy algorithm. We show that if A is not
sparse, then we can replace A by a smaller hitting set for P r

2r in polynomial time.
Iterating this construction O(n) times, we will eventually stop with a sparse A.

While A is not sparse, there exists some u such that U = A ∩ N2r(u) and
|U | > h′. We efficiently compute a hitting set H for S2r(u) with |H| ≤ h′.
(A \ U) ∪H is a hitting set for P r

2r that is smaller than A. ut

The results of [2] imply the following lemma.

Lemma 1. Suppose that one can, in polynomial time, compute (k, r)-SPCs for
all r and some parameter k. Then the reach [14] and contraction hierarchy [13]
algorithms have a polynomial-time preprocessing routine that adds O(k log D)
edges to the graph, and the corresponding query algorithms run in O((∆ +
k log D)(k log D)) time. For the labeling algorithm [12], the preprocessing adds
the same number of edges and the query runs in O(∆ + k log D) time.

The results of [2] use a greedy hitting set algorithm to get k = O(h log n).
Theorem 5 gives k = O(h log h), and we obtain the following improved bounds:
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Theorem 6. The reach and contraction hierarchy algorithms have a polynomial-
time preprocessing routine that adds O(h log h log D) edges to the graph, and the
corresponding query algorithms run in O((∆+h log h log D)(h log h log D)) time.
For the labeling algorithm, the preprocessing adds the same number of edges and
the query runs in O(∆ + h log h log D) time.

6 Extensions

6.1 Labeling Algorithm and Average Dimension

Road networks are non-uniform. At the same scale, some regions contain struc-
tures requiring denser local covers, while most areas do not. So far we worked
with the worst-case definition of highway dimension. In this section we give an
average-case definition. For many graphs, this definition should give a much
smaller value. We use the new definition to prove an expected-time bound on
the labeling algorithm.

The labeling algorithm was introduced in [12, 19] and analyzed for low high-
way dimension networks in [2]. An O(log n)-approximation algorithm for the
smallest average label size appears in [8]. The labeling algorithm works in two
stages. The preprocessing stage computes, for each vertex v, a label L(v). The
label consists of a set of vertices w, together with their respective distances
dist(v, w) from v. The labels have the following cover property: For every pair
of distinct vertices s and t, L(s) ∩L(t) contains a vertex u on the shortest path
from s to t. The query stage of the labeling algorithm is quite simple. Given s
and t, find the vertex u ∈ L(s) ∩ L(t) that minimizes dist(s, u) + dist(u, t) and
return the length of the corresponding path.

Theorem 7. Suppose the average label size is k. Then for random queries, the
expected query time for the labeling algorithm is O(k).

Proof. For two vertices with label sizes x and y, the query time is O(x+y). The
result follows by the linearity of expectation. ut

We do not have a similar average-case result for hierarchical and reach-based
algorithms because they are asymmetric: Some vertices are used in many point-
to-point computations, and they can be the ones with high degree.

We define the average highway dimension (AHD) of a network (G, `) by
taking the maximum, over all r, of the average minimum hitting set size for the
2r-neighborhood set system of a vertex. More formally, let h(v, r) be the size of
the minimum hitting set for S2r(v). The AHD is defined by

max
r

∑
v h(v, r)

n
.

A related concept is the average shortest path cover (ASPC). For r > 0, an
(h, r)-ASPC is a set C ⊆ V such that C hits all paths in P r

2r and is sparse on
average: ∑

v |N2r(v) ∩ C|
n

≤ h.
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Remark: Note that the HD and AHD definitions use ∞- and 1-norm, respec-
tively. We can generalize these definitions for k-norms. For an integer k ≥ 1, let
hk(v, r) = (h(v, k))k. We define HDk by

max
r

k

√∑
v hk(v, r)

n
.

Similarly, we can define (h, r)-SPCk to be a hitting set for P r
2r such that

k

√∑
v |N2r(v) ∩ C|k

n
≤ h.

As limk→∞
k

√P
v hk(v,r)

n = maxv h(v, r), we have that HD∞ is the same as HD.
The following analog of Theorem 4 holds. (The proof is similar, with modi-

fications analogous to those used in the proof of Theorem 9 below.)

Theorem 8. If the AHD of (G, `) is h, then for any r > 0 the smallest hitting
set for P r

2r is an (h, r)-ASPC.

Next we prove an analog of Theorem 5. The proof is similar but slightly more
complicated.

Theorem 9. If the AHD of (G, `) is h, then for any r > 0 we can compute an
(O(h log h), r)-ASPC in polynomial time.

Proof. Let V = {v1, . . . , vn}. Fix r > 0 and let hi = h(vi, r). By definition,
h ≥

P
i hi

n . Let c be the constant hidden by the big “O” notation in Theorem 1.
We maintain a hitting set A for P r

2r. We can start with A computed by the
greedy algorithm, for example. Suppose for some vi, U = A∩N2r(vi) and |U | >
chi log hi. We efficiently compute a hitting set H for S2r(u) with |H| ≤ chi log hi.
(A \ U) ∪H is a hitting set for P r

2r that is smaller than A.
By iterating the above construction at most n times, we get a hitting set A

such that for all 1 ≤ i ≤ n, |A ∩N2r(vi)| ≤ chi log hi. Since the average of hi is
at most h and log is a concave function, we have∑

i

chi log hi ≤ c log h
∑

i

hi ≤ cnh log h

and the theorem follows. ut

Remark: The two theorems above also hold for HDk and SPCk.
For the labeling algorithm, we can state an expected time bound in terms of

the average highway dimension.

Lemma 2. If the AHD of a network is h, then we can compute labels of average
size O(h log h log D) in polynomial time.
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Proof. We build labels similarly to the worst case [2]. For i = 0, . . . , log D, let Ci

be an (O(h log h), 2 · 2i)-ASPC cover. Define L(v) = ∪i(Ci ∩N2·2i(v)). It is easy
to see that the Ls have the labeling property. We get the size bound as follows:∑

v

|L(v)| =
∑

i

∑
v

|Ci ∩N2·2i(v)| = O(nh log h log D),

as desired. ut

Theorem 10. If the average highway dimension of a network is h, the expected
running time of the labeling algorithm with polynomial-time preprocessing on a
random query is O(∆ + h log h log D).

Note that all constructions for the average case are the same as for the worst
case, so the worst-case bounds (in terms of the worst-case highway dimension)
hold in addition to the average-case bounds.

6.2 Cardinality-Based Highway Dimension

We can state an alternative definition of highway dimension using path cardi-
nality instead of path length. For the definition to be robust, we assume that the
input graph has no vertices of degree two. (This can be trivially enforced during
a preprocessing step, and does not affect the correctness of routing algorithms.)

To define cardinality-based highway dimension and shortest path covers, we
redefine Pq and P r

q as follows. For q > r > 0, denote by Pq the collection
of all shortest paths P of cardinality |P | ≤ q, and by P r

q the collection of all
shortest paths P with r < |P | ≤ q. Our set-based definition of highway dimension
and shortest path covers is general enough for all the results to go through. A
major difference is that the maximum path length is D but the maximum path
cardinality is n, so in the bounds we get log n instead of log D, i.e., the bounds
become strongly polynomial. Note that, in general, the value of h will be different
for the two definitions.

Note that these results apply to the average-case bounds of Section 6.1 as
well. This alternative definition of highway dimension might be useful in the
analysis of methods such as highway hierarchies [18], which are based on the
cardinality of shortest paths.

7 Concluding Remarks

Kleinberg [17] showed that VC-dimension can be useful in the analysis of graph
algorithms. We extend this observation by showing that it can be used to design
graph algorithms. This suggests that designers of graph algorithms can poten-
tially benefit from relevant developments in learning theory.

Consider the cardinality-based definitions of HD and SPC. These definitions
are set-theoretic. The shortest-path domain gives only the base set and the subset
families. For the cardinality case, Sr, Nr, HD, and (h, r)-SPC are well-defined
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for any set system. Furthermore, Theorem 4 holds. If the highway dimension is h
and the VC-dimension of the set system is d, we can find an (O(h log n), r)-SPC
or an (O(hd log(hd)), r)-SPC in polynomial time. These generalizations make it
possible to apply the notion of highway dimension in other contexts.

Our results apply to undirected graphs, while road networks are directed.
Extensions to the directed case, discussed in [2], apply under our new definitions.
Unfortunately these extensions require additional assumptions, such as bounded
asymmetry. It would be interesting to relax or eliminate these assumptions.

An important open question is that of designing practical algorithms for
building good SPCs on large graphs with low highway dimension. Such algo-
rithms will be useful in practice. Abraham et al. [1] improve contraction hier-
archies by applying the greedy algorithm late in the preprocessing stage, when
the graph shrinks to a sufficiently small size. A faster SPC algorithm may bring
further improvements. Boosting techniques could potentially lead to practical im-
provements of this approach. Note that recent developments in one-to-all shortest
path algorithms [9] make a wider class of algorithms potentially practical.

Another interesting experimental question is that of computing good upper
and lower bounds on the highway dimension of real road networks. As we have
discussed, our new definition of highway dimension is likely to yield smaller
values. Experimental studies can also help to determine how much smaller the
AHD of real road networks is compared to their highway dimension, and whether
the cardinality-based highway dimension of these networks is smaller than the
length-based one.

On the theoretical side, it would be interesting to develop better bounds on
approximating SPCs, either directly or by improving the results of Theorem 1.
It may also be interesting to know if Theorem 3 is tight.
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